ICT TODAY
THE OFFICIAL TRADE JOURNAL OF BICSI
July/August 2015

DESIGNING
INDUSTRIAL
NETWORKS
USING ANSI/TIA-1005-A

PLUS

+ Impact of Emerging 		
Data Rates
+ DAS Best Practices
+ Installing Wi-Fi in a 		
Campus Environment

Volume 36, Number 4

By Rick Dallmann

W

hat should data center
managers be looking
for in layer one (the
physical cabling
infrastructure) of their data centers?
It is imperative to implement a layer
one infrastructure that not only
supports legacy and current speeds
but will allow existing infrastructures
to migrate to the emerging data rates
proposed by the Ethernet and Fibre
Channel standards.
Based on what is known today
about distance considerations and
loss budgets in current and future
high-speed links, how does one
effectively design a structured
cabling infrastructure to support a
lifespan of 10 to 20 years, without
having to significantly reconfigure
layer one infrastructure?

Data centers require highdensity solutions in their vertical
and horizontal pathways, such as
overhead ladder racks and below
data center floors, and also within
racks and cabinets for patching and
machine management. The high
density of current director port
capacities, some allowing up to
512 ports in 14 rack units of
space, are helping to drive optical
connectivity requirements. This
is also true for optical speed links
and cost per circuit. As the amount
of data and the speed by which it
flows increases, the reliability and
performance of a data center’s
optical connectivity becomes
even more essential in ensuring
the optimum performance of its
hardware.
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HISTORY OF THE OPTICS
A look back in recent data center
infrastructure history shows that the
LC duplex connector has been the
de facto standard for interconnect.
The multifiber push-on (MPO)
standard, widely referred to in the
industry by the brand name MTP®,
has been primarily used in the
backbone as a passive interconnect.
While the preterminated MPO
has been around for more than 20
years in the passive infrastructure
market, it was primarily reserved
for use in the mainframe, open
systems and high-end storage area
network (SAN) environments. In
2010, with ratification of the IEEE
802.3ba standard, the MPO became
the recommended connector for 40
and 100 gigabits per second (Gb/s)

AS THE AMOUNT OF DATA AND THE SPEED BY WHICH IT FLOWS INCREASES, THE RELIABILITY
AND PERFORMANCE OF A DATA CENTER’S OPTICAL CONNECTIVITY BECOMES EVEN MORE
ESSENTIAL IN ENSURING THE OPTIMUM PERFORMANCE OF ITS HARDWARE.

interconnects. This opened up the
entire data center and networking
markets for requirement of the
MPO standard.
The MPO connector offers
several advantages. By implementing
a preterminated, MPO-based infrastructure, data center managers are
able to reduce the number of staff
needed to install and implement
layer one solutions. This is best
accomplished by using cabling that
has been manufactured in qualitycontrolled factories and tested prior
to shipment. Labor, staff and cost
benefits are further realized due to
a less-than-three-second plug-in
time for connecting 12 fibers, and a
6-to-1 reduction in overall cabling
versus typical duplex connections.
Additionally, since this solution is
based on modularity, connector type
changes can be accomplished easily
by switching out cassette modules
with different interface fronts on
them. This allows the main cabling
infrastructure to remain in place
during moves, adds, and changes
(MACs).
The MPO is the recommended
connector for 40 and 100 Gb/s
Ethernet, as defined by the current

and expected IEEE 802.3bm
standards. It is also the recommended connector for Fibre Channel,
according to the proposed 64 and
128 Gb/s Fibre Channel standards.
Therefore, data centers using an
MPO interconnect will reduce
their total costs of ownership. This
reduction is possible with an MPObased infrastructure because it
enables simpler upgrades through
slight modifications at the patch
panel, with MPO pass-through
cassettes or conversion modules,
for higher-speed transmissions.
In addition to connectors,
transmission types also play a role
in data center design. In many data
centers today, there are two main
types of transmissions: singlemode
and multimode optical fiber.
Traditionally, multimode has been
the primary choice in enterprise
data centers, while singlemode is
used mainly to address long-haul
requirements.
This differentiation between
the use of transmission types is driven by the value proposition associated with multimode transceivers. At
1 Gb/s and above, the light sources
used in these multimode transceivers

are vertical-cavity surface-emitting
lasers (VCSELs), compared to the
standard longwave lasers used in
singlemode transmission. These
VCSELs are very easy to produce and
package into the transceiver form
factors we see today, resulting in low
cost. The estimated cost difference
of multimode transceivers compared
to singlemode transceivers is 2:1 at
10 Gb/s, 4:1 at 40 Gb/s, and 25:1
at 100 Gb/s. As a result, multimode
transceivers hold more value when
addressing 100 Gb/s at distances of
100 meters (m [328 feet (ft)]) or
less, while singlemode holds greater
value for addressing data rates of
100 Gb/s at distances beyond 100 m
(328 ft). Singlemode transceivers are
typically used for distances greater
than 150 m (500 ft).
As the demand for speed
increased, IEEE 802.3ba also
recommended switching the
transmission method from serial,
duplex LC connectors at 10 Gb/s
to multi-lane transmission parallel
optics for 40 and 100 Gb/s, making
the MPO connector the standard
transceiver package. This was
because the optic performance and
technology of the VCSELs at the
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FIGURE 1: Data rates, cabling requirements and transceiver type must all be considered when designing 40 G and 100 G networks.

time was limited to a maximum of
approximately 24 Gb/s per serial
lane, or optical fiber, in the transmit and receive direction, and was
unable to produce the higher
speeds needed.
Taking a deeper look at how this
transmission occurs (Figure 1), the
40 Gb/s standard uses a 12-fiber
ferrule to transmit four separate 10
Gb/s signals in one direction and
receive four separate 10 Gb/s signals.
For 100 Gb/s, the standard uses a
24-fiber ferrule MPO to transmit
10 separate 10 Gb/s signals and
receive 10 separate 10 Gb/s signals.
The beauty of this standard is that
the four 10 Gb/s signals can be
separated into distinct 10 Gb/s
signals at any time or any point in
the link. For example, if a server
required multiple 10 Gb/s uplinks
or a standard Quad Small FormFactor Pluggable (QSFP) SR4 40
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Gb/s uplink connected back to a
core switch, which utilized 10 Gb/s
SFP+ LC transceivers at the 10 Gb/s
core, the data center infrastructure
could take advantage of the IEEE
802.3ba standard and technology.
By using a QSFP 40 Gb/s parallel
optics transceiver to capitalize
on the connector and electronics
consolidation, the transmission is
separated back into duplex LC at the
core using an MPO to LC harness.
To achieve 40 Gb/s over
multimode optical fiber, the
IEEE 802.3ba standard requires
parallel optics with an MPO-style
connector. The MPO connector,
traditionally used in the passive
environment, is now used as an
active interface. This is accomplished
with eight multimode optical fibers
transmitting and receiving at 10
Gb/s. The multi-fiber connector
will be in a 12- or 24-fiber footprint

in a single connector and have the
same basic footprint as an LC duplex
connector. When implementing
100 Gb/s, there are 20 fibers transmitting and receiving at 10 Gb/s
within a 24-fiber MPO connector or
two 12-fiber MPO connectors.
While it is important to understand the history of the optics
involved, the standards governing
the best practices and use of these
optics are continually changing
with current and emerging industry
trends.

MARKET DRIVERS
Data center transmission speeds
for networking and storage have
increased dramatically over the
past decade, going from 1 Gb/s to
100 Gb/s for networking and
1 Gb/s to 128 Gb/s Fibre Channel
for storage. It is expected that the
Ethernet Alliance will soon be

releasing 400 Gb/s specifications.
Data centers will require the
ability to run increased data
transmission to connect servers,
firewalls and virtualization technologies. In addition, as connectivity moves toward technologies
like Cisco’s Application Centric
Infrastructure, running multiple
protocols on the same cabling
bandwidth will need to support
these combined signals.

THE EVOLUTION OF THE
STANDARDS
The IEEE standards have
evolved over the years to cover
advancements in the everchanging optics technology
landscape.

IEEE 802.3ba
The IEEE 802.3ba standard was
ratified in 2010. In addition to the
previously cited specifications,
this standard also established the
following:
u
Physical layer OM3 multimode
optical fiber supports 40/
100 Gb/s speeds to 100 m.
u
OM4 multimode optical fiber
supports 40/100 Gb/s speeds
to 150 m.

IEEE 802.3bm
A 2015 update to the IEEE
802.3ba standard is referred to
as IEEE 802.3bm. This update
specifies 25 Gb/s per lane
transmission, with four lanes or
fibers, to equal 100 Gb/s parallel
optic transmission. It also uses a
standard 12-fiber MPO ferrule. This
significantly reduces the amount of
optical fiber infrastructure needed
to achieve 100 Gb/s Ethernet
speeds, and eliminates the need

for a 24-fiber MPO. The 24-fiber
MPO did not gain much traction
in the industry due to its high
cost and poor performance both
actively and passively. The 25 Gb/s
per lane transmission continues to
be the most economical solution
for OM3/OM4 distances beyond
802.3ba (100 m/150 m) when
compared to OS2 singlemode
connectivity and electronics.
The IEEE 802.bm update also
established the following:
u
100GBASE-SR4 to be released.
u
Defines 100 Gb/s operation of
100 m (328 ft) on OM4 		
multimode optical fiber.
u
Transceiver speeds will jump
from 10 to 25 Gb/s per fiber on
multimode optical fiber.
u
Four fibers x 25 Gb/s (parallel
optics) = 100 Gb/s.

IEEE 802.3bs
An update to the standard
expected in 2017 is currently
referred to as IEEE 802.3bs. This
update is expected to establish the
following:
u
Projected 400 Gb/s Ethernet 		
connectivity will use 25 Gb/s
per optical fiber or, potentially,
50-56 Gb/s per optical fiber.
u
Running 25 Gb/s per optical
fiber can use a 16-fiber MPO
connecter (16 fibers x 25 Gb/s
= 400 Gb/s).
u
Running 50 Gb/s per optical
fiber can use an 8-fiber MPO
connector (8 fibers x 50 Gb/s
= 400 Gb/s).

BEYOND THE STANDARDS
While not yet standardsbased, Cisco’s LC duplex-based
transceiver, the 40GBASE-SR-BiDi
(bidirectional), has also emerged
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FIGURE 2: A roadmap of upcoming industry trends allows designers to move forward with a strategic plan for their data center infrastructures.

in the industry. This module utilizes
two 20 Gb/s electrical lanes and
drives two 20 Gb/s optical signals
over the duplex LC lanes. In
addition to Cisco’s transceiver, the
recently announced universal 40G
duplex is intended to reduce the
cost of duplex OM3/OM4 optical
connectivity. This technology utilizes
a 40 Gb/s (4x10G) course wave
division multiplexing (CWDM)
singlemode launch to transmit four
10 Gb/s wavelengths that operate
in the 1310 nanometer (nm) region
and comply with the IEEE 802.3ba
40GBASE-LR4 wavelength channel
plan. This will also work over
singlemode infrastructure at 500 m
(1640 ft). Both of these technologies
could enable the use of currently
deployed duplex LC-based data
center infrastructures for 40 Gb/s
transmission speeds, eliminating the
need for increased fiber lanes or MPO
connectivity technology.

A TECHNOLOGY ROADMAP
A thorough understanding
of the existing standards allows
designers to move forward with a
strategic plan for their data center
infrastructures. As technology
continues to change, it is also
important to have a basic roadmap
of upcoming industry trends
(Figure 2). 400 Gigabit Ethernet (GE)
is already on the horizon. These
speeds will impact how designers
build their infrastructures, because
400 GE objectives are for at least
100 m (328 ft) on OM4 multimode
optical fiber and 500 m (1640 ft)
over singlemode optical fiber. The
projected first generation predicts
using 32 fibers via a 2x16 MPO and
Transmit (Tx) 16x25 G; Receive (Rx)
16x25 G. It is uncertain how much
traction this will gain industry-wide.
The projected second generation
is expected to utilize 16-fiber parallel
optics by the year 2020, using Tx
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8x50 G and Rx 8x50 G, 16 optical
fibers or 1x16 MPO with a single
array or connector. Similarly, it is
uncertain how widespread this will
become with Active Optical Cable
(AOC) primary use. An AOC is a
specialized optical cable that uses
electrical-to-optical conversion
on the cable ends, meaning the
transceivers are attached to the
cabling. The projected third
generation is expected to utilize
8-fiber parallel optics: Tx 4x100 G,
Rx 4x100 G with a 12-fiber MPO
connector, 1x12. However, this is not
expected until 2024.
 	 The distances for 10 Gb/s on
OM3 optical fiber is 300 m (984
ft) and 550 m (1804 ft) on OM4.
As speeds increase for 40/100 Gb/s
in the 802.3ba 10G/lane, distance
shrinks to 100/150 m (328/500 ft)
respectively for OM3/OM4. For the
recently updated 802.3bm 25G/
lane, distance shrinks to 70/100 m

FIGURE 3: Total connector loss and overall loss budget is taxing the data center to operate error-free over supportable distances.

(230/328 ft) respectively for OM3/
OM4. Fibre Channel standards follow
similar characteristics for distance
for 8 Gb/s at 150/190 m (500/623 ft),
16 Gb/s at 100/125 m (328/410 ft),
and 32 Gb/s at 70/100 m (230/328 ft)
respectively for OM3/OM4.
When looking at cabling
considerations for 40 and 100 Gb/s,
data center managers need to choose
properly. For example, if they choose
an LC-based infrastructure, following
the standards, they will be required
to add MPO trunking cables in
order to achieve standards-based
40 and 100 Gb/s. On the other
hand, choosing to install an MPObased structured cabling plant will
require no cabling upgrades. The
MPO-based infrastructure will offer
significant savings on total cost of
ownership of the data center, since
cabling upgrades are some of the
most disruptive events a data center
can experience.

DESIGN RECOMMENDATIONS
How will the legacy data center
look or perform? Data center
managers must take into account
serious cabling considerations for
these new high-speed topologies
for 40 and 100 GE, along with
32 Gigabit Fibre Channel. Will they
use a portion of their existing
cabling structures or will they opt
for a new install? Will they use direct
connect via cells? Will it be pointto-point cabling or will they deploy a
structured cabling system (SCS) with
port replication?
When planning a layer one
infrastructure, a modular SCS
is advisable over a point-topoint system for many reasons.
Point-to-point cabling is simply the
connecting of machines and
switches together wherever or
whenever a connection is needed.
The problem with point-to-point
cabling is that once the data center

starts to grow, more ports are
populated, and it becomes difficult
to identify cable paths, implement
MACs and maintain effective
cable management. This issue is
exacerbated by increased strain on
optical fiber cabling. This pressure
creates loss at various points along
the link by exceeding the bend
radius of the optical fiber. With the
extremely low loss and link budgets
that are required for high-speed links,
just this small loss within the cabling
can cause both intermittent and
total failures.
The main concern (other than
reliability and ease of workability)
is the low loss budget requirements
as the speeds increase. For 10 GE
and 8 Gigabit Fibre Channel, the
loss budgets are already very small.
They feature a total connector loss
of 2.6 decibels (dB), with 2.2 dB
associated with operating distance
loss. In the 16 Gigabit Fibre Channel
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and 40 GE spectrum, those losses
drop down to 1.9 dB total link loss,
with a connector loss of 1.5 dB. At
32 Gigabit Fibre Channel and 100
GE, total link loss drops to 1.5 dB
with 1.1 dB total connector loss.
Judging by these figures, there is
little margin for error in a cabling
infrastructure, and insertion loss is a
critical performance parameter. Total
connector loss and overall loss budget
is taxing the data center to operate
error-free over supportable distances.
As total connector loss increases, the
supportable distance decreases (Figure
3 on previous page).
The supportable distances for
the new high-speed requirements
of Ethernet and Fibre Channel are
shrinking from 100/150 m (328/500
ft) for OM3/OM4, down to 70/100
m (230/328 ft) for 100 GE and 32
Gigabit Fibre Channel. Fortunately,
most data center links would not
exceed this distance. However, the
shorter the link, the more dB loss
budget is saved.
 	 When designing a data center
infrastructure according to the
Telecommunication Industry
Association (TIA)-942 data
center standard, the system must
have interconnects, which are
typically patch panel enclosures
and replication hardware. These
interconnects are critical to managing
the high port density requirements
of today’s data centers. However,
adding interconnects into the system
also introduces loss into the various
links. The same holds true with spine
and leaf design, which is becoming
more popular in the data center.
The challenge is that if designers
follow the industry standards for
interconnect loss, they find that the

LC duplex has a standard maximum
loss of 0.5 dB per mated pair, and the
MPO has a standard maximum loss
of 0.75 dB per mated pair.
 	 When calculating loss budgets,
it becomes clear that it does not
take many interconnects to be at
or above the 40 Gb/s spectrum’s
minimum loss requirements, and
it becomes impossible to achieve
100 Gb/s standards without direct
point-to-point connections. Even a
simple MPO trunk plugged into a
pair of cassette modules on each side,
following the industry standards
for maximum connector type loss,
results in a 2.5 dB loss. This is already
significantly over the allowable link
loss budgets for 40 Gb/s and even
that of 10 Gb/s.
So what are the options for
today’s data center managers? There
are really just two. The first is to
go back to point-to-point cabling
and deal with the headaches and
the infrastructure mess that usually
occurs when this type of topology is
deployed. This is not recommended.
The second option is to work with
cabling providers who offer highperformance products that exceed
industry standards. It is highly
recommended that all data center
managers do extensive research and
design a fiber infrastructure that will
last for 10 to 20 years. It is advisable
to look for providers who offer
documentation on their products
and to compare various vendors to
get the best value and performance.

majority of 40 and 100 Gb/s initial
implementations will be parallel
optics with 4 x 10 Gb/s lanes or 4 x
25 Gb/s lanes. Fibre Channel data
rates of 32 Gb/s and 128 Gb/s will be
supported by 4 x 16 Gb/s lanes and
4 x 32 Gb/s lanes. Duplex LC BiDi
technology and universal duplex
LC technology for 40 Gb/s will also
gain market traction and might
soon be added to the current or
future standards. When examining
current and future technologies,
it is evident that an MPO-based
cabling infrastructure is the most
effective way to build an SCS capable
of handling future generations of
upgrades. t
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CONCLUSION
It is clear that 40, 100 and 400
GE will operate over both duplex
transmission and parallel optics. The
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